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Abstract
Normalized Information Distance is a non-computable similarity metric on binary strings, formulated
in terms of Kolmogorov complexity. A computable approximation has been proposed, the Normalized
Compression Distances, which replace the Kolmogorov complexity of a string with its compressed length
under a "normal compressor," a real-world compression algorithm satisfying certain axioms. The resulting
distance has been applied to a wide variety of clustering and classification tasks, and a number of
algorithms have been adapted for use with it.
We describe the operation of these complexity- and compression-based similarity metrics, outline
algorithms for their computation, analyze the performance of certain compressors, and evaluate potential
improvements. We also review the quartet method for clustering, and discuss the implementation details
of an algorithm for its use with a normalized compression distance.
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Background

This paper provides a concise development of the theoretical ideas which enable a characterization of information distance and the related compression distance. These two distances and their normalized analogs
provide a method for reasoning about and even measuring, in approximation, the similarity between objects
encodable as a binary string. The information distance is notable for being universal, in the sense that it is
at most as small as any distance of its type. For any individual feature or group of features that you choose
to base a distance on, that distance will be able to discriminate, in the best case, equally as well as the
information distance. It follows that were it computable, the information distance could be used to create
essentially feature-free classification algorithms.

1.1

Objects as binary strings

Every natural number can be represented as a sequence of binary digits, and every sequence of binary digits
represents some natural number. An object can be encoded if it can be represented as a sequence of codewords, each of which can be represented as a string of binary digits. The object is thus transformed via the
encoding into a string of binary digits itself. Then the object can be understood as a single natural number.
A photograph of a person is a collection of color values stored in a 2-dimensional array, and these can be
encoded as a binary string, and therefore a single natural number. A genome is a collection of sequences of
pairs of four sugars, which can be encoded as a binary string, corresponding to some natural number. Once
we have converted an object to a binary string, we know we have succeeded in representing it as a natural
number, which means it is in the domain of some partial recursive function, that is, it is in the domain of
the universal Turing machine.

1.2

Kolmogorov Complexity

Definition 1. Fix a universal prefix Turing machine U , and let x, y ∈ 2<ω . The conditional Kolmogorov
complexity of x given y is defined:
K(x|y) = min{ `(p) | U (p, y) ↓ x }.

(1.1)

K(x|y) is the length of the shortest program p which, when run on U with input y, halts with output x.
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Definition 2. Given the conditional Kolmogorov complexity, we can easily represent the Kolmogorov complexity of an individual object by specifying , the empty string, as input:
K(x) = K(x|).

(1.2)

Note that K is always defined relative to a choice of universal machine. The notation KU (x|y) would
seem appropriate, however all universal machines are equivalent, in the sense that they can simulate each
other, just as you might write a Lisp interpreter in Python. The size of that translation "program" between
any two universal machines has fixed length. This can be formally stated by an invariance theorem.[11] The
result is that Kpython (x) ≤ Klisp (x) + O(1), and so we simply write K(x).
1.2.1

Interpretation

The Kolmogorov complexity of an object x is a way to understand the absolute amount of information
contained in x. If K(x) is the length of the shortest program that computes x, we write x∗ to refer to the
shortest program itself. There may be multiple such programs, so we take the first one in the order of our
fixed effective enumeration.
If `(x∗ ) < `(x), then it must be that x contains some redundancy or elaboration that is not involved
in storing essential information. In the words of Bilbo Baggins, x is "like butter scraped over too much
bread." For if we can shrink x down to x∗ , and remain capable of producing x, then x∗ must contain the
same information that x does. But x∗ is the absolute minimum. Losing one bit more would mean losing the
ability to compute x. Then it must be that it is the number of bits in x∗ , not x, which describes the actual
amount of information in x.
Implicit in this interpretation is an assertion about the nature of information, namely that information
cannot be created from nothing in a deterministic way. If K(x) = n, then x contains at most n bits of
information. If x contained any more, then it would not be possible for x∗ to produce x without the missing
bits. It could perhaps do so in a non-deterministic way, attempting to "fill in the blanks" by tossing a
coin, hoping to one day produce x by chance, but then it isn’t a function, unless it only outputs x once
it has verified that its coin flipping has succeeded. But in order to verify success, it would need to have x
somewhere inside of it to check against.

1.3

Compression

Definition 3. A function R : 2<ω → 2<ω is a compressor for a binary string x if
`(R(x)) ≤ `(x)

(1.3)

Such a compression function is called lossless if it is invertible. In this paper we consider lossless compression functions exclusively. A non-invertible ("lossy") compressor is problematic: by throwing away n
bits, you can achieve n bits of compression. It would be more accurate to characterize this process as elision,
rather than compression.
1.3.1

A Kolmogorov compressor

If we allow ourselves to be literal-minded about the program whose length is reported as the Kolmogorov
complexity of a string x, we can see that since `(x∗ ) ≤ `(x), we may consider x∗ to be in the range of
some compression function for x. And clearly, since x∗ can be expanded back into x by simply running the
program x∗ , the compression is lossless.
Then we can talk about the function K(x) as using a ideal compression program, a Kolmogorov compressor, to compress x into x∗ , before measuring the length of x∗ . Because x∗ represents the most compressed
form of x that exists, this Kolmogorov compressor is the best possible compressor for x. And in fact, it is
the best possible compressor for all strings.
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Concepts of distance

2.1

Absolute distance

To answer a question of similarity or difference in a quantitative way, we need a quantity. This quantity is
the distance between two objects, defined for all objects in a non-empty set S by a distance function on S:
D : S × S → R+

(2.1)

The distance D is absolute in the sense that it takes a value dependent on the "position" of two objects,
for some notion of position, but not on any aspect of the objects themselves.

2.2

Relative distance (normalized distance)

By normalization we indicate the modification of an absolute distance into a relative distance, by scaling
the observed distances according to a notion of "size" or "range" which we have not yet made precise. For
a non-empty set S, a normalized distance on S is a function:
b : S × S → [0, 1]
D

(2.2)

Similarity is inherently relative, and requires a normalized distance. Two newspapers differing by five
words have an absolute distance of 5, and are highly similar. Two headlines differing by five words have an
absolute distance of 5, but may be highly dissimilar. Then absolute distance is not adequate to measure
similarity – it is in some way dependent on the objects chosen.
The nature of the "size" or "range" used to effect the scaling is dependent on the distance itself and
the intention of its definition, but it would not be wrong to conceptualize it as the number of differences
available versus the number of differences observed.

2.3

Distance criteria

Any function which maps pairs of elements in a set to the real numbers could be a distance, but we intend
certain behavior when we define such functions, and so we consider two important descriptions that encode
this behavior. When we have constructed a distance function, we will verify that it satisfies these conditions,
and if it does, we can reason about its action.
2.3.1

Metricity

Let S be a non-empty set, and let D be a distance function on S. The function D is a metric if it satisfies
the following metric inequalities:
a.
b.
c.
2.3.2

D(x, y) = 0 ⇔ x = y
D(x, y) = D(y, x)
D(x, y) ≤ D(x, z) + D(z, y)

(identity)
(symmetry)
(triangle inequality)

Admissibility

Metricity alone does not necessarily characterize a suitable class of functions for measuring similarity. Consider the discrete metric, defined as D(x, y) = 0 if x = y, and D(x, y) = 1 otherwise. Any object is equally
similar to all objects it is not identical to. This is more a measure of identity than of similarity, and we are
interested in similarity. Call D an admissible distance if it satisfies:
a.
b.

2−D(x,y) ≤ 1
D(x, y) is upper semicomputable
P

y

(density)
(computability)
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Information distance

3.1

Intuition

How should we choose to define the distance between two objects? We have seen that it would be helpful
if our distance function, whatever it ultimately is, obeys both the metric and admissibility conditions given
above, but the construction of a specific function requires a creative decision.
Let us decide to consider the distance between two objects x, y ∈ 2<ω in a certain way. We know that
every object in 2<ω is in the range of some Turing machine, or equivalently, for every object in 2<ω , there
is a program for a universal Turing machine which halts with that object as its output. So it is natural for
us to think in terms of programs.
Imagine a program that converts x into y. We would intuitively expect that if x and y were "far apart",
in the sense of our distance, that this conversion program would need to do more in order to change x into
y. But if they were "close", then fewer changes would be needed, and the conversion program would have
to do less.

3.2

Formalization

Recall the definition of conditional Kolmogorov complexity. K(x|y) is defined to be the length of the shortest
program for a universal Turing machine which computes x given input y, i.e. "converts y into x". The
complexity of this program, K(x|y), is therefore the minimum number of bits required to convert y into x.
Another way to interpret the value K(x|y) is as the amount of information in x which is not contained
in y. Because the underlying program receives all of the information in y as input, anything that y knows
about x can be omitted from the program that builds x, because it will be provided "for free". Whatever is
left over in the program is the x-ness of x, relative to y.
Definition 4. The information distance [4] between two strings is defined as the length of the shortest
program for a universal Turing machine which can convert from x into y, and from x into y.
E0 (x, y) = min{`(p) : U (p, x) = y, U (p, y) = x}.

(3.1)

It can be shown via a conversion theorem [11] that the properties of this minimal program entail
E0 (x, y) = max{K(x|y), K(y|x)} + O(log max{K(x|y), K(y|x)}),

(3.2)

And we simply write
E(x, y) = max{K(x|y), K(y|x)}.

(3.3)

Theorem 3.1. The distance E(x, y) is a metric.
Proof. We prove the metric inequalities.
(Identity)
E(x, x) = max{K(x|x), K(x|x)} = K(x|x) = O(1).

(3.4)

(Symmetry)
E(x, y) = E(y, x) by the definition.

(3.5)

(Triangle inequality)
E(x, z) ≤ K(x|z), E(x, y) ≤ K(x|y), E(y, z) ≤ K(y|z),

(3.6)

so we can write
E(x, z) ≤ E(x, y) + E(y, z) + O(1) ⇔ K(x|z) ≤ K(x|y) + K(y|z) + O(1),
which follows from the definition of K.

4

(3.7)

Theorem 3.2. The distance E(x, y) is admissible.
Proof. We prove the admissibility conditions.
(Upper semicomputability)
Fix a universal Turing machine U . For each U -program p such that `(p) ≤ `(x) + c, define

min{`(p) : U (p, y) ↓ x in t steps} ({p : U (p, y) ↓ x in t steps} =
6 ∅)
φ(t, x) =
`(x) + c
({p : U (p, y) ↓ x in t steps} = ∅)

(3.8)

Then for all x and t0 ≥ t, φ(t0 , x) ≤ φ(t, x). The function φ(t, x) is therefore a total recursive monotonic
nonincreasing function on N, and a limit exists, since for each x there is such a t. Therefore K(x|y) is
upper semicomputable, and thus E(x, y) is upper semicomputable.
(Density)
2−E(x,y) = 2−max{K(x|y),K(y|x)}

(3.9)

−K(y|x)

≤2

X

≤

(3.10)
2

−`(p)

(3.11)

{p : U (p,x)↓y}

This sum represents the discrete universal a priori probability of the string y given x, and is thus ≤ 1.
The same argument holds for 2−E(y,x) .
Theorem 3.3. The distance E(x, y) minorizes every admissible distance up to an additive constant term.
Proof. Consider an arbitrary admissible distance D. Then D satisfies the density condition. Therefore
X
X
2−D(x,y) ≤ 1.
2−D(y,x) ≤ 1.
(3.12)
y:y6=x

x:x6=y

By the coding theorem [11], there exist constants c1 , c2 not dependent on y and x, respectively, such that
c1 m(y|x) ≥ 2−D(x,y)

c2 m(x|y) ≥ 2−D(y,x)

(3.13)

where m is a fixed universal lower semicomputable discrete semimeasure [11]. By the conditional coding
theorem [11],
log

1
= K(y|x) + O(1)
m(y|x)

log

1
= K(x|y) + O(1)
m(x|y)

(3.14)

and therefore
D(x, y) ≥ K(x|y) + log

1
+ O(1)
c1

D(y, x) ≥ K(y|x) + log

1
+ O(1),
c2

(3.15)

which allows us to conclude that there exists a constant c0 such that
D(x, y) ≥ max{K(x|y), K(y|x)} − c0

(3.16)

and that therefore
D(x, y) ≥ E(x, y) − O(1).

(3.17)
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Normalized information distance

Having secured a concept of absolute information distance, we must normalize it in order to bring the concept
to bear on the problem of measuring similarity. The behavior of the normalized information distance is
sensitive to the quantity we choose to use in the normalization. There are a number of natural alternatives,
for example the length of the objects, which produce violations of the metric inequalities [1][11].
Definition 5. Define the normalized information distance
b y) = max{K(x|y), K(y|x)}
E(x,
max{K(x), K(y)}

(4.1)

b is a metric, an admissible distance, and is universal among normalized admissible metrics in the same
E
sense as E [1][11], however it was recently shown not to be computable [20].

5

Compression distance

b is not computable, but E is upper semicomputable, which suggests an unconventional
We have seen that E
experiment [5]. We have already seen that the Kolmogorov complexity of a string can be thought of as
the length of a string after compression by an ideal Kolmogorov compressor. We will consider non-ideal
compressors and modify the distance accordingly, with the goal of approximating E.

5.1

Normal compressors

We will restrict our attention to a certain type of compression function that will behave in such a way that
the resulting class of compression distances can satisfy the metricity and admissibility conditions.
Definition 6. A compression function R is normal [6] if it satisfies the following conditions up to an additive
O(log n) term:
a.
b.
c.
d.
e.

R() = 0
R(xx) = R(x)
R(xy) ≥ R(x)
R(xy) ≥ R(yx)
R(xy) + R(z) ≤ R(xz) + R(yz)

(nullity)
(idempotence)
(monotonicity)
(symmetry)
(distributivity)

Definition 7. Define the ζ-complexity of a string x relative to a compressor R to be
ζR (x) = min{`(R(x)), `(x)}.

(5.1)

We will in essence substitute for K the value given by ζR for some compressor R. To make the definition
more suitable for computation, we can modify it in the following way. Observe that K(x|y) = K(x, y)−K(y)
up to an additive constant, and that K(x, y) = K(xy) up to an additive logarithmic term. Thus K(x|y) is
roughly equal to K(xy) − K(y). It has been shown that the result is an admissible metric, and is pseudouniversal, up to violations of normality [6].
Definition 8. Define the compression distance of two strings x and y relative to a compressor R to be
ZR (x) = ζR (xy) − min{ζR (x), ζR (y)}

(5.2)

Definition 9. Define the normalized compression distance [6]
bR (x, y) = ζR (xy) − min{ζR (x), ζR (y)} .
Z
max{ζR (x), ζR (y)}

(5.3)
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5.2

CompLearn

CompLearn and the associated libcomplearn is a software distribution allowing computation of ZbR for a
variety of compression algorithms [8]. Despite the 21,591 lines of code in the CompLearn library distribution,
the essential operation of the library can be captured in a 12 line shell script.
# !/ bin / sh
A=$(
gzip -c $1 | wc -c | cut -d ’ ’ - f1 )
B=$(
gzip -c $2 | wc -c | cut -d ’ ’ - f1 )
AB = $ ( cat $1 $2 | gzip -c
| wc -c | cut -d ’ ’ - f1 )
if (( $A <= $B ))
then
echo " scale =5; ( $AB - $A ) / $B " | bc
else
echo " scale =5; ( $AB - $B ) / $A " | bc
fi

1

5.3

Departures from normality

The default compressors provided with CompLearn
fail to satisfy idempotency except in cases of sufficiently small input string length. This is an inherent
artifact of the compression algorithms used.
bR can be very sensitive
As observed in [3], the Z
to attributes of certain compression algorithms. In
particular, algorithms such as LZ77 [7] are incapable
of satisfying idempotence in many situations due to
memory limitations. The basic operation of LZ77 is
to read a string from left to right, remembering what
has been read. If the algorithm encounters a string it
has seen before, it will replace the second occurrence
with a reference to the first, and continue.
Observe that under an idempotency situation,
ZbR (x, y) reduces to:

0.9

0.8

NCD (bzlib with 900k sliding window)

0.7

0.6

0.5

bR (x, x) = ζR (xx) − ζR (x) .
Z
ζR (x)

(5.4)

Idempotence rests on the assumption that in the
numerator, ζR (xx) − ζR (x) = O(log `(x)). We assume, in other words, that the compression algorithm will replace the concatenation xx with x and
a reference.
However, in practice, LZ77 only remembers n
bits of what has been read, and only scans ahead
for m bits, and only within these two regions are
redundant features going to be detected. It follows
that as soon as `(x) exceeds the size of either of
these regions, idempotency will begin to fail. In the
Figure 1: Zbzlib of the first 900,000 bytes of (book1, book1)
case where `(x) > n, it will often fail totally and from the Calgary
corpus [19]. Window size set at 900,000 bytes.
bR (x, x) ≈ 1.
Note initial logarithmic dependence, and divergence at halfway
immediately, so that Z
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point, when the concatenation can no longer be detected.

7

900000

5.4

Invertible correction of idempotency failure
1

2k stripe 100k window gzip
No stripe 100k window gzip

x
y
xy
stripe(x, y)

A
A
A
A

B
B
B
A

C
C
C
B

A
B

B
C

C
C

NCD (bzlib with 900k sliding window)

One solution is to simply not use zlib, however zlib
is one of the fastest lossless compression algorithms,
and we would like to use it if we could. Consider
a function stripe(x, y) which computes, rather than
the concatenation of two strings, a striping, in which
the first n bytes of x are concatenated with the first
n bytes of y, forming a stripe of size 2n, with the
final string being a concatenation of all such stripes.

0.1

Obviously `(xy) = `(stripe(x, y)), and we would
expect that K(xy) = K(stripe(x, y)) as well. As
seen in Figure 2, striped input results in stable
Zbzlib values through the size of the sliding window, while unstriped concatenation departs toward
bzlib value of 1 as in Figure 1, caused by the inaZ
ability of zlib to provide meaningful compression.
This striping transform is not only useful in cases
of idempotence, but between distinct strings as well,
it consistently gave smaller values of Zbzlib than did
libcomplearn. It was observed that varying the size
of the stripe did not disturb the effectiveness of the
procedure, so long as the stripe size was smaller than
the window size. It is invertible, requiring only that
the stripe size be encoded in the output, and thus
can be considered part of the compression function.
This transformation might be useful as a preprocessing step to guard against the inadequacies of zlib’s Figure 2: Zb
zlib of the first 900,000 bytes of (book1, book1)
sliding window when computing Zbzlib .
from the Calgary corpus [19], showing the performance of striped
0.01
1000

10000

100000

Preﬁx size (bytes)

versus concatenated (unstriped) input.

5.4.1

Implications

Notice that we have changed nothing about the compression ratio of zlib, the size of its sliding window,
or any other parameter of the algorithm, and the length of the input data is unchanged, however we have
computed smaller ZbR values. This should stand as an example that compression ratio itself is not necessarily
the key to high-quality ZbR values. It may be that incidental features of various compression algorithms, e.g.
sliding windows, rather than compression ratio alone, influences ZbR precision. While it is certainly the case
that the PPMZ and PAQ algorithms yield better compression ratios [15], it could also be their obeyance of
bR values.
the axioms of normal compressors that is delivering high-quality Z
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Application: data clustering

bR , a computable approximation
We have worked up from binary encodings and Kolmogorov complexity to Z
of similarity between arbitrary binary strings. We will exercise this development by constructing an algorithm
to perform cluster analysis, a contradiction in terms and an effective technique from the data sciences [16].
A good review is available [17].
In cluster analysis, objects are associated by some algorithmic method into clusters – groups which can be
understood to share some set of properties. We have seen that ZbR is pseudo-universal, in the sense that the
bR contains more information about similarity than any other property or group of properties. Then
property Z
clustering objects by ZbR should group similar objects, without requiring us to know how they are similar.

6.1

Y -trees

H
B

The data structure used for clustering is a tree, named variously as a
ternary tree [6][13], or phylogenetic tree [10]. Both terms have existing
meanings in biology and computer science [12], a k-ary tree being a rooted
tree with each node having no more than k child nodes. A rooted tree is by
definition a directed graph, therefore a node in a k-ary tree has maximum
degree k + 1, because only the out-degree is counted in the arity (to be a
tree, every non-root node must have in-degree 1). The use of ternary is
thus confusing both in the sense that the tree is unrooted and undirected,
and thus not a typical k-ary tree, and in the sense that the arity is equal
to the maximum degree, rather than the maximum out-degree.
We will use the phrase Y -tree, from phylogenetic tree, to unambiguously refer to this data structure. It is closer mnemonically to the origin,
purpose, and application of the structure, and even orthographically resembles the topology it names.

E

C

D
F

A
G

3: Randomized Y -tree with
Definition 10. A Y -tree is an unrooted binary tree with undirected edges, Figure
n=8
satisfying the following shape property for n > 1 items inserted in the tree:
•
•

(Even n) (2n − 2) total nodes, n terminal, (n − 2) internal.
(Odd n) (2n − 1) total nodes, n terminal, (n − 1) internal.

A

C

B

D

A

B

C

D

A

B

D

C

It follows that the tree is full exactly when n is even.

6.2

The quartet method

A full Y -tree can be decomposed into a canonical set of subtrees, called
quartets, each defined by a quartet topology, a special case of the Y -tree
topology for n = 4.
In [6][13], each permutation of the leaf nodes is referred to as a distinct topology, however the topology of the subtree is invariant under
permutation of its leaf nodes, so we will refer to each permutation as a
configuration of the quartet instead.
Let ab|cd be the configuration in which leaf nodes a, b are siblings
and c, d are siblings (i.e. share a common parent). There are exactly 3
possible quartet configurations, up to symmetry: ab|cd, ac|bd, and ad|bc.
We don’t count symmetries as unique because it is the properties of the
paths between leaf nodes that we are interested in, not the identity of the
internal nodes along those paths.

Figure 4: The three quartet configurations ab|cd, ac|bd, ad|bc.
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Definition 11. A quartet Q is called consistent if and only if the path from a to b does not cross the path
from c to d.
Then there is exactly one possible consistent quartet for any given set of 4 elements. The consistent
quartet is that in which a and b are siblings, i.e., ab|cd.
6.2.1

Minimum Quartet Tree Cost Problem

We have already mentioned that any full Y -tree can be decomposed into a canonical set of quartets. We
refer to these quartets as being
 embedded in the Y -tree. If a set S containing n elements is represented
as a Y -tree, then there are n4 possible sets of 4 elements. Each such set can be represented as 3 distinct
quartet configurations, exactly one of which is consistent. We can use this fact to associate any Y -tree with
a well-defined cost.
Definition 12. Let T be a Y -tree, let L ⊆ T be the set of leaf nodes, and let {a, b, c, d} ⊆ L.
The quartet D-cost is a function on a quartet equal to the sum of the distances, for some distance function
D, between each pair of siblings:
QCD (ab|cd) = D(a, b) + D(c, d)

(6.1)

Definition 13. Let T be a Y -tree, and let L ⊆ T be the set of leaf nodes.
The total quartet D-cost is equal to the sum of the quartet D-costs taken on the consistent configurations of
the quartets embedded in T .
X
CD (T ) =
{QCD (ab|cd) : ab|cd is consistent}
(6.2)
{a,b,c,d}⊆L

Definition 14. Let T be a Y -tree, and let L ⊆ T be the set of leaf nodes.
The minimal and maximal total quartet D-costs are the sums of the minimum and maximum quartet D-costs,
respectively, taken on all configurations of the quartets embedded in T .
X
mCD (T ) =
min{CD (ab|cd), CD (ac|bd), CD (ad|bc)}
(6.3)
{a,b,c,d}⊆L

M CD (T ) =

X

max{CD (ab|cd), CD (ac|bd), CD (ad|bc)}

(6.4)

{a,b,c,d}⊆L

Definition 15. Let T be a Y -tree, and let L ⊆ T be the set of leaf nodes.
The normalized total quartet D-cost maps the total quartet D-cost to the unit interval: D-costs taken on all
configurations of the quartets embedded in T .
SD (T ) =

M CD (T ) − CD (T )
.
M CD (T ) − mCD (T )

(6.5)

While SD (T ) does normalize the total quartet D-cost, it should be noted that values of 0 and 1 may be
impossible due to the consistency condition of CD which is not shared by mCD or M CD .
The Minimum Quartet Tree Cost Problem is to find that Y -tree having the lowest normalized total
quartet D-cost (SD ).[6] In the context of clustering, the SD -optimal Y -tree that results from solving this
problem should represent the optimal clustering of leaf nodes under the chosen distance function D.
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6.3

Seeking the SD -optimal Y -tree

Next, we consider the task of moving from the initial random tree to an approximately optimal one. Algorithmic optimization requires two things: a heuristic, and the ability to select members of the class of object
under interest.
6.3.1

Heuristic using SD

Having a heuristic usually boils down to having a function defined on all objects of the class under interest,
and having a way to interpret, often monotonically, the values given by that function. The monotonicity
allows the algorithm to make optimal decisions based solely on the last "best" value, and the current observed
value. It also means the algorithm converges on the optimal solution, and that when halted, will yield some
approximation as a function of its runtime.
Simple monotonicity has a catch, however. The algorithm will converge to local extrema and, if it obeys
strict monotonicity, the heuristic will be unable to break free. More robust heuristics will probabilistically
"risk" or "probe" the heuristic surface, attempting to jump out of any extrema it may find itself in.
We have already described a heuristic: we can compute SD for any Y -tree, and we have declared that
smaller SD is always better.
D values can be pre-computed and stored as an n × n distance matrix. The item inserted into the Y -tree
is not the object, but its index in the distance matrix. The distance matrix is then loaded into memory, and
evaluations of D are reduced to O(1) array dereferences in the implementation.
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Figure 5: 10x10 matrix of distance values used in Figures 6-8. Artificial data provided from [18], known to have SZb = 1,
meaning that total convergence is possible.

6.3.2

Selection by probabilistic tree mutation

The ability to select members of the class of object under interest is an abstract notion that usually means
the ability to generate or enumerate objects of the class. In many cases, and in the case of our algorithm,
it means generating a new member of the class by a probabilistic process. When the new object is derived
from an existing object by a probabilistic process, the selection is called a genetic algorithm, due to the
conceptual resemblance to evolution by natural selection.
We are considering the class of Y -trees (Definition 10), and require a rule to derive a new Y -tree from
an existing one. It would be convenient if we had a concept of how "far away" we expect the derived tree to
be, so that we could make small changes or large changes, depending on what our heuristic indicated.
The following tree mutations are defined on two nodes of a Y -tree, and for distinct arguments, result in
a distinct Y -tree. They can be composed together in any sequence, allowing for different combinations of
mutation to occur. The shape properties of the tree are invariant under these operations.
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Definition 16. A leaf_interchange between two leaf nodes a and b of a Y -tree T results in a new Y -tree
T 0 which is identical to T except that the T 0 -parent of a is the T -parent of b, and the T 0 -parent of b is the
T -parent of a.
Definition 17. A subtree_interchange between two nodes a and b of a Y -tree T results in a new Y -tree
T 0 which is identical to T except that the T 0 -parent of a is the T -parent of b, and the T 0 -parent of b is the
T -parent of a. Note that leaf_interchange is simply a special case of subtree_interchange where
a, b are leaves. This is because subtree_interchange can result in T 0 being significantly different from
T.
Definition 18. A subtree_transfer between two nodes a and b of a Y -tree T results in a new Y -tree
T 0 . It is the most complicated of the three mutations, because two subtrees are potentially merged (see
implementation)
6.3.3

Probabilistic application of the mutation rules

At each optimization step, a probabilistic process determines the number of mutations k to apply to the
current Y -tree. The number k is chosen at random with probability 2−k . For each k, one of the three
tree mutations is selected uniformly at random, and a pair of nodes from the Y -tree is selected uniformly
at random to serve as input. The mutations are applied, and if SD (T 0 ) < SD (T ), the new tree is saved,
and subsequent mutation derives from it [6][13]. Otherwise, it is discarded, and the process repeats on the
current tree.
Insertion of the object indices into the tree is randomized, so that the initial tree is random. In other
words, the leaf nodes, viewed as a linear array, should appear unsorted. If the data is pre-sorted or insertion
proceeds in left-to-right manner in filling the tree, the initial tree can be defective or represent a local
extremum that the optimization process must then overcome.
6.3.4

MMC-guided escape from local minima

It was observed that optimization would frequently become trapped in local minima, which led to an approach
suggested in [13]. The algorithm is modified, adding a Metropolis acceptance step to the result of any
mutation resulting in a lower cost value, potentially accepting a reduced-fitness tree in order to relax the
monotonicity of the procedure and hopefully break free of any minima.
6.3.5

Parallel tree mutation to avoid local minima

Another improvement to the algorithm was to allow a number of different trees to be run in parallel. If one
becomes trapped in a local minimum, this can be detected by the existence of one of the parallel trees having
higher fitness. The trapped tree can then be replaced by the tree having higher fitness.
It might informally be hoped that not all the trees will explore the same space, so that not all of them
will become trapped in the same minimum. This is the leading edge of the implementation, where the most
work could be done to improve convergence times.

6.4

The SD -optimal Y -tree encodes the optimal clustering

The optimal Y -tree represents the optimal clustering of the objects represented by the indices stored in
the leaf nodes, because the heuristic function was defined in terms of their distances. We can use ZbR , for
some suitable compressor R, as the distance D. Then by solving the minimum quartet tree cost problem
for the cost SZbR , we have located the optimal clustering of objects according to their dominant measure of
similarity. In this way, we can cluster arbitrary binary strings.
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7

Conclusion

We have seen how objects can be encoded as binary strings, and how the information in those binary
strings can be measured by their Kolmogorov complexity. We examined the information distance, defined
in terms of Kolmogorov complexity, and saw how it could be normalized into a similarity metric. A class of
computable approximations, the compression distances, were described, as well as their normalized analogs,
the normalized compression distances. Properties of normal compressors were discussed, and their limitations
examined. An input transformation to restore idempotence in the popular LZ77 and LZ78 compression
algorithms was illustrated. Finally, we saw how constructing an algorithm to solve the minimum quartet tree
cost optimization problem, and parametrizing the cost function with the normalized compression distance,
we can obtain an optimal clustering of arbitrary binary-encoded objects.
The techniques first outlined in [6] have wide application and much promise in the field of computability,
complexity, biomathematics, artificial intelligence, machine learning, and data mining. There is a need
for a systematic review of compression technology with a focus on specific application to the normalized
compression distances, to determine what the algorithmic properties of a robust, stable compressor should
be, and potentially define a more complete set of tradeoffs that could allow uniform scaling and precision
in clustering and other tasks that use the normalized compression distance. There is a need to examine the
qualities or configuration of binary data that makes it either susceptible to or resistant to these techniques,
and the extent to which the character of the data, including noisy or perturbed regions, affects the outcome.
A review of structural dependencies such as string length, character frequency, input alphabet size, code-word
size, code-word alphabet size, and behavior under operations such as concatenation and other transformations
would be helpful. These dependencies could provide the basis for a set of benchmarks that could prove useful
both in the search for new compression techniques and robust parameters for the compressors used in the
normalized compression distances.
The programs quartet and stripe were created by the author for use in the preparation of this manuscript.
Full source code for both programs is available under a public license.
quartet
stripe

Solves MQTC problem
Stripes binary strings

http://linehan.me/git/?p=quartet
http://linehan.me/git/?p=stripe
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Figure 6: Partial convergence of quartet, illustrating the basic operation of the genetic algorithm. Points
in green represent the SZb value of the tree computed at each of the 100,000 generations. The red curve
represents the tree fitness value, (1 − SZb ), of the current "champion" tree. Subsequent improvements to the
algorithm allowed for complete convergence in fewer trials.
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Figure 7: Three independent runs of quartet using the same distance matrix. 100,000 generations. Curves
plotted represent the tree fitness value, (1 − SZb ), of the current "champion" tree. Two runs remain trapped
in local minima, while one achieves complete convergence.
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Figure 8: Three independent runs of quartet, modified with a Metropolis acceptance step as in [13]. All runs
use the same distance matrix. 100,000 generations. Curves plotted represent a tree fitness value, (1 − SZb ), of
the current "champion" tree. Two runs remain trapped in local minima, possibly identical to that observed
in Figure 7, while another rapidly converges.
17

